# R code for testing the frequentist coverage (probability matching) properties of various statistical methods for radiocarbon calibration with a stylised monotonic calibration curve

Author: Nicholas Lewis 







14 April 2014

# Create required functions: for calibration curve; one-sided coverage calculation; coverage plotting; and calcualtion of percentage points
# calibration curve and its constituent sigmoid and their derivatives

sig= function(t, bend, rate, size) { size/(1 + exp((bend-t)*rate) ) }

rc_t= function(t, bend, rate, size) { sig(t,bend[1],rate[1],size[1]) + sig(t,bend[2],rate[2],size[2]) + sig(t,bend[3],rate[3],size[3]) + ifelse(length(bend)>3, sig(t,bend[4],rate[4],size[4]), 0) }

dsig= function(t, bend, rate, size) { rate*exp((bend-t)*rate) * size/(1 + exp((bend-t)*rate) )^2 }

drc_t= function(t, bend, rate, size) { dsig(t,bend[1],rate[1],size[1]) + dsig(t,bend[2],rate[2],size[2]) + dsig(t,bend[3],rate[3],size[3]) + ifelse(length(bend)>3, dsig(t,bend[4],rate[4],size[4]), 0) }

credCDF.1= function(post=NA, cdf=NA, mid, divs) {


#credCDF - Frequentist coverage of one-sided Bayesian credible or confidence intervals 

#computes proportions of random draws for which each percentage point of the estimated parameter CDF or limit of confidence interval exceeds true parameter value.

# post: posterior PDF to analyse; if NA, uses cdf as CDF. Only pdf or cdf must be supplied

#mid: PDF cell containing true parameter value (if a vector of length ncol(post), for each corresponding posterior

#divs: number of equal probability divisions for the one-sided credible/ confidence regions


if(is.na(post)&&is.na(cdf)) {print('Must specify post, a posterior PDF, or cdf, a CDF');break}


if(!is.na(post)&&!is.na(cdf)) { print('Must specify one but both of post and cdf'); break }

n.sample= ifelse(identical(cdf,NA), dim(post)[2], dim(cdf)[2])


if(!length(mid)==n.sample) { if(length(mid)==1) {




mid= rep(mid,n.sample) 



} else { print('mid must be a single value or have length ncol(post)'); break() }


}


result=vector()


if(identical(cdf, NA)) { cdf= apply(post, 2, cumsum) } 

for (j in 1:n.sample) {



est=cdf[c(mid[j]-1,mid[j]),j]

#  CDF value at ends of true parameter cell 



sp=round(est[1]*divs+0.5+1e-8,0)
# bin that CDF at start of true parameter cell lies in


result[j]= sp + trunc( 1 + divs *( runif(1,0,est[2]-est[1]) - (sp/divs-est[1]) ) ) #prorate par. cell prob


}


result

}

coverPlot1= function(data, divs, main, sub, legnd, legnd.tit, lwd=FALSE, lt=FALSE, col=FALSE, xlab='Percentage points of CDF', ylab='Proportion of random draws for which posterior CDF exceeds the true parameter value', prename=NA, name=NA, type='png', cex.main=1.3, cex.sub=1.3, cex.axis=1.2, cex.lab=1.3, cex.legnd=1.2, position='bottomright',bty=o) {


k=ifelse(is.matrix(data), dim(data)[2], 1)


data=cbind(data, (1:divs)/divs)


if(length(col)==1) { col=c(1, (2:10)[1:k]) }


if(length(lwd)==1) { lwd= c(2, rep(3,k)) }


if(length(lt)==1) { lt=c(3,rep(1,k)) }


par(mar=c(6.1,4.1,6.1,2.1))


matplot((1:divs)/divs*100, data, type='l', lt=c(lt[-1],lt[1]), col=c(col[-1],col[1]), xlab="", ylab="", main=main, mgp=c(3,0.8,0), xaxs='i', yaxs='i', tcl=-0.5, cex.axis=cex.axis, lwd=c(lwd[-1],lwd[1]), cex.main=cex.main)


title(sub=sub, line=5, cex.sub=cex.sub) 


title(xlab=xlab, line=2.2, cex.lab=cex.lab); title(ylab=ylab, line=2.3, cex.lab=cex.lab)


legend(position, legnd, title=legnd.tit, lty=lt, lwd=lwd, col=col, bty=bty, cex=cex.legnd )

if( !is.na(name) && !is.na(prename) ) { savePlot(filename=paste(prename,name,'.',type, sep=""), type=type) }

}

# function to tabulate CDF percentage points from PDFs, CDFs and profile likelihoods and to produce boxplots (horizontal or vertical). Accepts univeraite data in matrix or vector form
plotBoxCIs3= function(pdfsToPlot, profLikes=NA, divs=NA, lower, upper, boxsize=0.75, col, yOffset=0.05, profLikes.yOffset=0, spacing=0.75, lwd=3, medlwd=lwd, medcol=col, boxfill=NA, whisklty=1, plot=TRUE, points=c(0.05,0.25,0.5,0.75,0.95), plotPts=NA, centredPDF=TRUE, pkLike=TRUE, dof=NA, horizontal=TRUE, cdf.pts=FALSE) {
#  accepts single pdfsToPlot and profLikes as vectors as well as 1 column matrices

#v3 30Aug13. Allows vertical bars (horizontal=FALSE) and inputting of CDF point values (cdf.pts=TRUE) rather than pdfs. One column of pdfsToPlot data per box to be plotted

#v2 1Aug13. Allows a different number of % points ('points') than 5. If >5 points used and plot=TRUE, specify as plotPts which 5 of the points to use for plotting box and whiskers; the 3rd point should be 50%. Total probability in CDFs now included as final column of output (stats), replaced by peak of profile likelihood where using that method; if pkLike=TRUE the peak of the profile likelihood is plotted instead of the central CDF point.

# v1 18Jul13. Improved function to replace plotBoxCIs. Interpolates properly between grid values

# default of centredPDF=TRUE works on basis that the PDF value at each point is for that point, so that the CDF at each point is the sum of all the lower PDF values + 1/2 the current PDF value, multiplied by the grid spacing. If centredPDF=FALSE then CDF at each value is sum of that and all previous PDF values, implying that the PDF values are an average for the bin ending at that parameter value. Also now plots CIs using signed root log profile likelihood ratios if profLikes supplied

# if dof is set to a value, a t-distribution with that many degrees of freedom is used for the signed root profile likelihood ratio test instead of a normal distribution. This is non-standard.

# lower and upper are values of the parameter at start and end of pdfsToPlot columns


n.points= length(points)


range= upper - lower 

if(is.vector(pdfsToPlot)) { pdfsToPlot= matrix(pdfsToPlot, ncol=1) }

cases= ncol(pdfsToPlot)

if(!identical(profLikes,NA) && is.vector(profLikes)) { profLikes= matrix(profLikes,ncol=1) }

likeCases= ifelse(identical(profLikes,NA), 0, ncol(profLikes) )


if(identical(divs,NA)) { divs= range / (nrow(pdfsToPlot)-1) }


box=boxplot.stats(runif(100,0,1)) # sets up structure required by bxp


stats=matrix(NA,cases,n.points+1) 


if( identical(points, c(0.05,0.25,0.5,0.75,0.95)) ) { colnames(stats)= c('5%', '25%',' 50%', '75%', '95%','TotProb') } else { colnames(stats)= c(as.character(round(points,4)),'TotProb') }


if(!length(plotPts)==5) { plotPts=1:n.points }


if(cdf.pts==FALSE) {



if(!n.points==5 && plot && !length(plotPts)==5) { print('Error: where if plot==TRUE and points>5, must specify (by position) which 5 of those percentage points are to be box-plotted'); break }


}


# loop through posterior PDF cases finding where all the specified CDF points are and plotting


for (j in 1:cases) {



if(cdf.pts==FALSE) {




z= ( cumsum(pdfsToPlot[,j]) - 0.5*pdfsToPlot[,j] * centredPDF ) * divs




for(k in 1:n.points) {





i= rev(which(z < points[k]))[1]
# last point at which cumprob < this prob. point





stats[j,k]= ( i + (points[k] - z[i]) / (z[i+1] - z[i]) ) * divs + lower - divs




}




stats[j,n.points+1]= max(z)



} else {




stats[j,]= c(pdfsToPlot[,j], 1)



}



# create and plot the box for the current posterior PDF case



box$stats=matrix(stats[j,plotPts], ncol=1)



if( plot==TRUE) { bxp(box, width = NULL, varwidth = FALSE, notch = FALSE, outline = FALSE, names="", plot = TRUE, border = col[j], col = NULL, boxfill=boxfill[j], pars = list(xaxs='i', boxlty=1, boxwex=boxsize, lwd=lwd, staplewex=0.5, outwex=0.5, whisklty=whisklty[j], medlwd=medlwd, medcol=medcol[j]), horizontal=horizontal, add= TRUE, at=boxsize*yOffset+j*boxsize*spacing, axes=FALSE) }


}


# loop through the profile likelihood cases, if any, finding all the specified CI points


if(likeCases>0) { for(j in 1:likeCases) {



percPts= vector()



srlr= log(profLikes[,j])



srlr[is.infinite(srlr)]= -1e12



srlr.like= sign( 1:length(srlr) - which.max(srlr) ) * sqrt( 2 * (max(srlr) - srlr) ) 



if(identical(dof,NA)) {srlr.cdf= pnorm(srlr.like)} else { srlr.cdf= pt(srlr.like,dof)}



for (k in 1:n.points) {




test= which(srlr.cdf>points[k])




if(length(test)>0) {





percPts[k]= test[1]






if(percPts[k]==1) {






percPts[k]= 0





} else {






percPts[k]= percPts[k] + (points[k]-srlr.cdf[percPts[k]])/(srlr.cdf[percPts[k]] - srlr.cdf[percPts[k]-1])





}




} else {





percPts[k]= length(srlr) + 1




}



}



# find peak of the likelihood function, assumed quadratic near there and put in final column



x= which.max(srlr)



if(x>1 & x< nrow(profLikes) ) {




X_mat= matrix(c(1,1,1,x-1,x,x+1,(x-1)^2,x^2,(x+1)^2), ncol=3)




coeffs= solve(X_mat) %*% c(srlr[x-1], srlr[x], srlr[x+1])




# sub-divide by 20 cells above and below peak and find which is peak, assuming quadratic




x.cands= seq(x-1, x+1, length= 41)




y.cands= matrix(c(rep(1,41),x.cands,x.cands^2), ncol=3) %*% coeffs




percPts[n.points+1]= x + (which.max(y.cands)-21)/20 



} else {




percPts[n.points+1]= NA



}



percPts= (percPts-1) * divs + lower 
# convert into parameter positions into values



stats=rbind( stats, percPts )


# add the current profLikes case percPts to stats



# create and plot the box for the current profile likelihood case



box$stats=matrix(percPts[plotPts], ncol=1)



if(pkLike) { box$stats[3,1]= percPts[n.points+1] }
# if pkLike=TRUE replace median with peak



if( plot==TRUE) { bxp(box, width = NULL, varwidth = FALSE, notch = FALSE, outline = FALSE, names="", plot = TRUE, border = col[j+cases], col = NULL, boxfill=boxfill[j], pars = list(xaxs='i', boxlty=1, boxwex=boxsize, lwd=lwd, staplewex=0.5, outwex=0.5, whisklty=whisklty[j+cases], medlwd=medlwd, medcol=medcol[j]), horizontal=horizontal, add=TRUE, at=boxsize*yOffset+(j+cases)*boxsize*spacing+profLikes.yOffset, axes=FALSE) }

} }

stats

}

# set calibration age range and characteristics of sum-of-sigmoids calibration curve

c_t= 0:2000

bends= c(200,1000, 1870)

rates= 1/c(60,10,60)

sizes= c(1000,100,1000)

# illustrate the setup for a measurement corresponding to a calibration curve plateau region

rc_o= 1000

rc_sd= 60

f_obs= 50000*dnorm( c_t, rc_o, sqrt(rc_sd^2-(30/4)^2) )

lhood= dnorm( rc_t(c_t, bends, rates, sizes), rc_o, rc_sd )

lhood= lhood/sum(lhood)

calib= rc_t(c_t, bends, rates, sizes)

jp= drc_t(c_t, bends, rates, sizes) 

ob.post= jp * lhood/ sum(jp * lhood)

par(mar=c(6.1,4.1,6.1,4.1))

plot(c_t, calib, type='l', lty=1, lwd=3, main='Stylised radiocarbon dating calibration curve, example observation\nerror distribution and resulting Bayesian posterior probability densities', ylim=c(0,2000), xlim=c(2000,0), xlab='Calendar age', ylab='Radiocarbon determination', cex.axis=1.3, cex.lab=1.3, cex.main=1.4, xaxs='i', yaxs='i')

lines(c_t, calib+10, col='grey75', lwd=3.5, lty=1)

lines(c_t, calib-10, col='grey75', lwd=3.5, lty=1)

lines(c_t, calib, col=1, lwd=2, lty=1)

lines(2000-f_obs, 0:2000, col='orangered1', lwd=3, lty=1)
lines(c_t, 75000*lhood, col='orchid1', lwd=3, lty=1)

lines(c_t, 75000*ob.post, col='springgreen2', lwd=3, lty=1)

lines(c_t, 75000*jp/sum(jp), col='springgreen2', lwd=3, lty=3)

legend('topright', c('Calibration curve: radiocarbon vs calendar age','Radiocarbon age error distribution','Bayesian posterior PDF using uniform prior','Bayesian posterior PDF using objective prior','Objective prior used (Jeffreys prior)'), title='', lwd=c(3,3,3,3,3), lty=c(1,1,1,1,3), col=c(1, 'orangered1', 'orchid1', 'springgreen2', 'springgreen2'), bty='n', cex=1.3)

axis(side=4, at=c(0,375,750,1125), labels= c('0', '0.005','0.01','0.015'), tick=TRUE, cex.axis=1.3, line=0)

text(35,690, 'Probability density', adj=0.4, cex=1.3, srt=90)

savePlot('Calibration1.1000.60.png', type='png') 

round(plotBoxCIs3(cbind(lhood,ob.post), profLikes=lhood, lower=0, upper=2000, divs=1, points=c(pnorm(-2), 0.05, pnorm(-1), 0.5, pnorm(1), 0.95, pnorm(2)), plot=FALSE),0)

#        0.0228 0.05 0.1587 0.5 0.8413 0.95 0.9772 TotProb

#           365  395    487 761   1121 1472   1567       1

#           320  333    365 905   1004 1043   1636       1

#percPts    320  333    365 905   1004 1043   1636     905
# Compute & plot repeated sampling probability matching (frequentist coverage) on various methods
# Make the graphics window slightly taller than it is wide before proceeding
main.tit= 'Frequentist coverage of one-sided confidence/credible intervals upon repeated \nuniform calendar age sampling, using different radiocarbon dating methods.'

legnd=c('Exact match line (perfect frequentist coverage)', 'Bayesian CDF: uniform in calendar age prior', 'Bayesian HPD region: same uniform prior', 'Bayesian CDF: objective (Jeffreys) prior','Signed root log likelihood ratio') 
# set true calendar age range from which samples are drawn uniformly

ct_range=c(100,1900)

# set radiocarbon age measurement & calibration standard error 

rc_sd= 30

# set sample size and allocate storage 

n=10000
post.bu= post.bo= cdf.lr= array(dim=c(max(c_t),n))

hpdPts.bu= array(dim=c(100,2,n))

# draw integral true calendar ages uniformly from set range and for each draw a measured RC age

c_ages= round(runif(n,ct_range[1],ct_range[2]),0)

rc_obs= rnorm(n, rc_t(c_ages, bends, rates, sizes), rc_sd)

# for each sample compute the following for each calendar age in the calibration age range:

for(j in 1:n) { 


#likelihood function, used as post.bu, the Bayesian posterior uniform prior


post.bu1= dnorm( rc_t(c_t[-1]+0.5, bends, rates, sizes), rc_obs[j], rc_sd ) 


post.bu[,j]= post.bu1 / sum(post.bu1)


mode.post.bu= which.max(post.bu1)


# limits of highest posterior density regions covering all integral percentages


sorted.bu= sort(post.bu[,j], decreasing=TRUE, index.return=TRUE)


hpd.bu= cumsum(sorted.bu$x)*100


for( i in 1:(ceiling(max(hpd.bu))-1) ) { hpdPts.bu[i,,j]= range(sorted.bu$ix[1:which(hpd.bu >i)[1]]) }


# objective Bayesian posterior using Jeffreys' prior. Since the error distribution is Gaussian the JP is the absolute derivative of the true radiocarbon age wrt true calendar age.


post.bo1= post.bu1 * drc_t(c_t[-1]+0.5, bends, rates, sizes) 


post.bo[,j]= post.bo1 / sum(post.bo1)


#signed root loglikelihood ratio based confidence that true age is lower


cdf.lr[,j]= pnorm( sign( 1:max(c_t) - mode.post.bu)* sqrt( -2 * log(post.bu[,j]/max(post.bu[,j])) ) )

}

# compute coverage: % of samples for which true age is below top of confidence/credible interval

percPts.bu= credCDF.1(post=post.bu, mid=c_ages, divs=100)

percPts.bo= credCDF.1(post=post.bo, mid=c_ages, divs=100)

percPts.lr= credCDF.1(cdf=cdf.lr, mid=c_ages, divs=100)

data.bu= cumsum( hist(percPts.bu, breaks=0:100)$density)

data.bo= cumsum( hist(percPts.bo, breaks=0:100)$density)

data.lr= cumsum( hist(percPts.lr, breaks=0:100)$density)

# for highest posterior density regions: % of samples with true age in HPD region

test.hpd= function(x,y) { sum( y>x[1,] & y<x[2,] ) }

data.hpd.bu= apply(hpdPts.bu, 1, test.hpd, c_ages) / n

data.hpd.bu[100]= 1
legnd.tit= paste( "Method and prior used. Std dev=", rc_sd, '; age range=',ct_range[1],'-',ct_range[2],sep='')

coverPlot1(cbind(data.bu, data.hpd.bu, data.bo, data.lr), divs=100, main=main.tit, sub='', legnd=legnd, legnd.tit=legnd.tit, lwd=c(2,4,4,4,4),  lt=c(3,1,1,1,2), col=c(1, 'orchid1','royalblue1','springgreen2','orangered1'), xlab='Percentage points of CDF/relevant confidence limit/HPD region size (%)', ylab='Proportion of samples where posterior CDF point/relevant confidence limit > true calendar age', prename='C:/R/RadioC/plots/', name=paste('Cover_bu.hpd.jp.lr_',ct_range[1],'-',ct_range[2],'.',rc_sd,sep=''), cex.legnd=1.4, position='topleft', bty='n')

savePlot('Cover_bu.hpd.jp.lr_100-1900.30.png', type='png')

# then in turn enter the first each each pair of lines below, re-enter and run the code lines that are shown above in italics, and enter the second line of the pair. Then repeat for next pair and so on.

ct_range=c(100,500)

savePlot('Cover_bu.hpd.jp.lr_100-500.30.png', type='png')

ct_range=c(500,1000)

savePlot('Cover_bu.hpd.jp.lr_500-1000.30.png', type='png')

t_range=c(1000,1100)

savePlot('Cover_bu.hpd.jp.lr_1000-1100.30.png', type='png')

t_range=c(1100,1500)

savePlot('Cover_bu.hpd.jp.lr_1100-1500.30.png', type='png')

 ct_range=c(1500,1900)

savePlot('Cover_bu.hpd.jp.lr_1500-1900.30.png', type='png')

